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Figure 1. ElasticDino upscales ViT features and corrects their ar-
tifacts, allowing to efficiently train a variety of dense vision tasks.

Abstract

Vision transformers (ViTs) serve as the backbone for
countless vision tasks, including dense prediction tasks,
such as segmentation and depth estimation, even though the
quadratic complexity of self-attention severely limits feature
resolution and induces spatial artifacts. In this work, we in-
troduce ElasticDino, a lightweight adapter which produces
high-resolution feature maps, adhering to the fine details of
the input image. As a key insight, we observe the consis-
tency of artifacts across channels, and simultaneously re-
solve them to match the input image structure. Using a slim
architecture based on spatial deformations, ElasticDino
produces pixel-aligned, high-resolution feature maps effi-
ciently. Leveraging deformations allows strictly preserving
sharp semantics, and thereby avoid the smoothness biases
inherent to alternative approaches. Due to the absence of

*Equal contribution.

ground truth, we employ pixel-level linear heads to predict a
set of downstream dense tasks, guiding the deformation pro-
cess without leaking task specific semantics into the model.
We demonstrate superior accuracy over current methods on
a range of popular dense task benchmarks, with better com-
putational performance.

1. Introduction
Foundational Visual features have become the backbone for
most vision tasks in recent literature. Under this paradigm,
a large foundational model is typically contrastively trained
to embed images into a latent space. This embedding is
rich and semantic by nature, and serves as a great starting
point for various downstream tasks with significantly less
training requirements. Specifically, self-supervised features
trained using a Vision Transformer (ViT) architecture (i.e.,
DINO [3, 19, 25]) are employed in state-of-the-Art seman-
tic, panoptic and instance segmentation [5, 14], object de-
tection [16], monocular depth estimation [2, 22, 34, 35], op-
tical flow estimation [27], and more.

Despite their stellar success, these models have an in-
herent flaw: built on self-attention, they require quadratic
memory, imposing patchification of the input image, effec-
tively restricting the resolution of the final feature maps and
introducing artifacts in their semantics. Indeed, for most
hardware, a patched resolution of 32 × 32 or 64 × 64 is
typically used, even when training dense tasks such as seg-
mentation or depth estimation. Typically, a densification
head is added to recover full resolution, (e.g. DPT [23]),
which requires large amounts of data to recover fine de-
tails, as attested by the large and complex datasets used to
train monocular depth estimation tasks [34, 35]. This ap-
proach implicitly also requires training a specific head for
each downstream task due to poor transferability.

A different approach that has recently emerged in the lit-
erature [8, 11, 13, 28, 31] seeks to enhance the resolution of
the produced features, indifferent the downstream task. As
we demonstrate, such approaches still suffer from perfor-
mance issues due to attention-based layers, and base their
upscaling process on reconciling high and low resolution
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features through cropping-like mechanisms, leading to in-
evitable bleeding of feature semantics at boundaries.

In this paper, we introduce ElasticDino, a lightweight
upscaling method to enhance DINO features, yielding effi-
cient and sharp result through a deformation-based architec-
ture and simple training through a collection of minimalistic
heads.

To achieve this we first observe that artifacts are consis-
tent across feature-channels, and can thus be resolved for
all channels simultaneously (see Figure 2, subsection 3.1).
As such, matching of feature and image structure our pri-
mary goal, regardless of specific per-chanel values. Sec-
ond, we observe that most feature artifacts stem from the
added positional encoding or under-sampling of semantic
edges, resulting in thickening of objects and region bleed-
ing. Hence, we learn deformation fields that align all fea-
ture channels to the image structure, alternating between
upsampling and deformation. We observe that deforma-
tions offer efficient structure preservation, inherently and
consistently adhering to sharp semantics. This alleviates
otherwise inherent smoothness biases that are typical to the
mechanisms used by previous work, and hence minimizes
bleeding and fuzzy transition artifacts. Critically, since no
upscaled ground truth exists in our setting, instead of crop-
ping or further under-sampling approaches, we train Elas-
ticDino using a set of five lightweight downstream heads,
each learning to predict a different dense map, while lim-
ited to a 1x1 receptive field, forcing pixel-level matching of
feature semantics.

Through careful evaluation, we demonstrate that Elas-
ticDino produces high-quality alignment of semantics and
structure, while removing artifacts such as those induced
by positional encoding. Using lightweight heads, we re-
port superior results compared to other upscaling methods
on semantic segmentation, open-vocabulary segmentation,
and depth estimation, with minimal computational effort.

2. Related work
2.1. Vision transformers and semantic features
Vision transformers have shown exceptional performance
on vision tasks, being able to model complex long-range
dependencies, and setting state-of-the-art results in a vari-
ety of vision tasks such as classification [37], segmentation
[5, 14], object detection [16], monocular depth estimation,
[2, 34, 35], joint text-image encoding [21], Vision Large
Language Models [30], and image generation [20].

Many of the above tasks relied on pre-trained ViT en-
coders, much like vision models previously relied on con-
volutional backbones such as ResNet [12]. Indeed, ViTs
have shown the ability to generate spatial semantic features,
which transfer to a variety of tasks. Chief among these is the
DINO family [3, 19, 25], which through unsupervised train-

ing provides exceptionally strong semantic features, and has
since become the go-to backbone for various state-of-the-art
models [16, 34].

2.2. Correction of ViT artifacts
In order to correct for artifacts in ViT (in particular DINO)
activations, several methods have been introduced - though
without considering higher feature resolutions.

Soon after the introduction of DINO, it was realized that
a large part of the artifacts encountered were due to a leak-
age of global semantics in patch features [9]. ”Register”
tokens were introduced and added to the tokenized image
sequence, meant to capture global semantics, while letting
patch features absorb relatively more local semantics.

Self-Patch [36] improves upon DINO’s self-supervision
approach by enforcing local invariances among neighboring
patches, improving spatial consistency and downstream per-
formance although without upsampling features to higher
resolutions. This however requires retraining of the model.

More recently, Denoising Vision Transformers [33]
was introduced to mainly resolve the artifacts introduced
by positional encodings. They achieve this through decom-
posing feature maps into a ”ground truth” component and
several shared positional noise components. They impose
consistency between the features produced by image crops,
thus removing positional information from the image fea-
tures. It is important to note that positional information in
feature maps is nonetheless important; removing it entirely
severely reduces the out-of-the-box ability to model posi-
tional dependencies between objects or points of the image.

2.3. ViTs and dense vision tasks
The first ViT densification approaches were task specific,
with Dense Prediction Transformer (DPT) [23] still be-
ing a popular architecture. It combines a ViT backbone
with a convolutional decoder to generate high-resolution
depth maps, leading to success in tasks such as monocular
depth estimation [22, 34, 35]. In addition, ViT-Adapter [4]
adds a trainable module to a ViT, injecting vision-specific
priors. DySample [17] dynamic sampling, SAPA [18] and
ReSFU [40] further refine spatial semantics. While display-
ing impressive performance, these approaches struggle with
high-frequency details, and more importantly demand data-
intensive per-task training. Thus inducing high costs and
restricting applicability to specialized domains.

More recently, a series of task agnostic literature has
emerged, surpassing results of the task specific approaches
while offering better generalization. FeatUp [11] intro-
duces two separate upscaling methods, both based on rec-
onciling features for various augmentations of an image.
The first is trained per-image and demonstrates honorable
performance, but requires over a minute of training for ev-
ery image, precluding most real-world applications. The
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second method results in a generic upscaler, which dis-
plays gross artifacts - unavoidable with the joint-bilataral-
upsampling kernels employed.

Similarly, Lift [26] uses a simple CNN architecture
which combines image and features and then upsamples
them. The training procedure consists in matching upscaled
features produced at a lower image resolution to features
produced at higher image resolution, and not upscaled. As
the chosen ”ground truth” is not free of artifacts, the in-
centive to fully resolve them is not complete. Further, the
editing of feature values, which are mixed with image en-
codings, does not guarantee strict preservation of semantics.

LoftUp [13] passes images, features and positional en-
codings to cross-attention blocks. The training procedure
is two-staged. First, they compute various segmentation
masks on the image, use a form of bilateral upsampling
guided by the masks, and use these as pseudo-labels. In a
second stage, they perform teacher-student distillation, now
using as objective the reconciliation of feature values along
crops. This suffers the same issues, with direct feature value
editing, and reduced incentive to correct artifacts, especially
bleeding.

JAFAR [8] uses cross-attention using the encoded image
as the query, features as value, and both as key, to compute
pixel-to-semantics attention scores and query them within
the feature values. This ensures that feature semantics are
preserved. The training procedure is identical to LIFT and
as such lacks the incentive to fully resolve artifacts.

AnyUp [31] proposes a backbone-agnostic upsampling
module capable of transferring across models without re-
training the upscaling head. To address the computational
inefficiencies and the tendency of global attention to ref-
erence distant, unrelated image areas, AnyUp restricts its
cross-attention computation to local spatial windows, sup-
plemented by a feature-agnostic layer to enable transfer-
ability. However, the training procedure relies on matching
features from randomly sampled image crops. Similar to
FeatUp, this formulation does not provide a strong enough
incentive to fully resolve the inherent spatial artifacts of the
backbone.

UPLiFT [28] addresses the heavy memory bottlenecks
of single-step cross-attention approaches by proposing an
iterative upsampling framework. It relies on an encoder-
decoder architecture equipped with a local attention pool-
ing operator to maintain linear complexity with respect
to the number of visual tokens. Similar to LIFT, the
training procedure optimizes a multi-step reconstruction
loss that matches iteratively upscaled features from low-
resolution inputs to the standard features extracted from
high-resolution inputs. By explicitly treating the raw back-
bone features as the ground truth target, this formulation
inherits the backbone’s spatial artifacts and provides no in-
centive to fully resolve them.

3. Method
ElasticDino is an upscaling network for DINO features,
learned as iterative upsampling followed by elastic defor-
mations of the features. Given an image and the correspond-
ing feature maps generated by the ViT, our goal is to upscale
the feature maps while matching the image structure. Figure
3 depicts an overview of the architecture: The input features
are repeatedly upscaled and deformed, with the deformation
field being predicted using convolutional layers. We note
that the advantages of this approach are lightweight com-
putation that allow for higher-resolution maps at negligible
cost with respect to backbone evaluation, and better han-
dling of high-frequency edges. Another major advantage
of this approach is that since we sample from the original
feature map, we diminish hallucination hazards, ensuring
strong structural and semantic preservation.

As there are no ground truth upscaled features available,
we train 1× 1 convolutional heads on a collection of dense
downstream tasks, ensuring no spatial context and pixel-
wise feature and structure matching.

We emphasize that deformations strongly restrict the
output, forbidding feature editing and preventing task leak-
age, or neglect of specific information correlating to the
tasks used or not used during training. Indeed, when train-
ing without the depth and the segmentation tasks, perfor-
mance remains strong on these held-out tasks. See supple-
mentary materials for more detail. See Supplementary ma-
terial for visualizations of deformations through upscaling
process.

3.1. Cross-Channel Consistency
Due to their patch-wise decomposition of the image and
combined use of positional encodings, ViTs typically intro-
duce artifacts into the produced feature maps. We identify
two main types of artifacts (Figure 2, bottom left). First,
in regions of near-constant color, positional artifacts are
prominent and values may vary widely, without semantic
difference. It has been observed [9] that this happens in
great part from global semantics being locally encoded, but
positional encodings are also a significant contributor, as
they are the only varying input to the ViT in a constant
patch. Second is feature bleeding (Figure 2, bottom right):
objects and boundaries are dilated due to discretization.

We make the crucial observation that ViTs introduce ar-
tifacts in a way which is consistent across channels (Fig-
ure 2, top). To substantiate this, we look at edge correlation
between channels, and the original input image: we ana-
lyze 1,000 random ImageNet images. In each image, we
isolate near-constant regions with an unsupervised local-
variance filter, followed by erosion at the patch-grid scale
so that measured gradients are not contaminated by neigh-
boring edges; images without a sufficiently large flat region
are discarded, leaving about 10% of images. This selection
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is purely geometric and independent of the correlations be-
ing measured. On the remaining patches, we compute Sobel
gradients of the backbone feature map and input image, and
report the mean cross-channel Spearman correlation of gra-
dient magnitudes, alongside two baselines: the same cross-
channel correlation over the full token grid, and the channel-
to-image correlation within the same masked region. In
flat regions, cross-channel agreement is substantially higher
than channel-to-image structure for both DINOv2 (0.29 vs.
0.11) and DINOv3 (0.30 vs. 0.12), and exceeds the full-
image cross-channel baseline (0.18 and 0.22), showing that
channel-aligned artifacts are concentrated where image gra-
dients are weak rather than being a generic property of the
grid. As a control, at image edges the channel-to-image
correlation rises and the gap closes (0.17 vs. 0.15 for DI-
NOv2; 0.19 vs. 0.23 for DINOv3), as expected when fea-
ture gradients follow real boundaries. Gradient directions
are likewise shared across channels in flat regions (mean
cos2 ≈ 0.73 for both backbones). These findings indicate
that one can learn a correction to all channels simultane-
ously, leading to very efficient resolution recovery.

3.2. Architecture
The architecture, depicted in Fig. 3 consists of alternating
Feature Deformation layers, which correct artifacts and 2x
bilinear upsamples. A first deformation layer is applied,
then followed by an alternation of upsampling and defor-
mations. The deformation process is guided by the input
image, allowing to introduce the image structure at that res-
olution to guide the deformation of the features.

Each upscaling stage is composed of a series of Feature
Deformation Blocks, which take as inputs the ”dirty” fea-
tures at the current resolution and the image at the same res-
olution. These are projected to a common hidden dimension
and concatenated; and then fed to a depthwise-separable [6]
residual convolution network, which outputs a 2D deforma-
tion field. The field is applied to the input features to recover
the denoised features.

In other terms, given features f , an image I at a current
identical resolution, a single deformation block consists of
two projections pf , pI , a resnet encoder R which outputs a
2D deformation field

F⃗ = R(pf (f)⊕ pI(I))

Which is applied coordinate-wise:

f̂u,v = fF⃗u,v

The motivation for using depthwise separable convolu-
tions is the desire to achieve an extremely lightweight ar-
chitecture, given the fact that feature dimensions are already
high, which at higher resolution leads to heavy memory and
compute utilization. We observed no performance degrada-
tion as well as much faster training and inference.

Pixel-wise downstream tasks for semantic guidance
Unfortunately, we have no ground truth maps in the up-
scaled resolution, and thus need to define an alternate train-
ing objective.

We make the observation that a well-upscaled and de-
noised feature map should be able, by design, to predict any
dense task pixel-wise.

We hence introduce a multi-task learning approach,
where we simultaneously train linear heads for downstream
dense vision tasks (see Section 3.3). Crucially, the 1x1 re-
ceptive field prevents the heads from combining feature val-
ues from different spatial positions, forcing the predictions
to only use the semantics at that exact pixel. Should a larger
receptive field be employed, the incentive to match the se-
mantics at the current pixel would be removed, and structure
would be learnt both in the upscaler and the downstream
head.

It is important to note that this approach can only work
because we are employing deformations and sampling from
the features themselves. Indeed, if the upsampling process
were to directly edit feature values, the semantics of the
downstream tasks could easily just become ”baked in” to
the feature maps, without any incentive to jointly edit all
channels simultaneously. We show the effect of such an ap-
proach in an ablation study- Fig. 5.

For each downstream task (see below), we employ a sim-
ple linear head to predict the target. Furthermore, to encour-
age faster learning at every resolution, the same head is ap-
plied to every intermediate feature map, and the correspond-
ing multi-resolution predictions are all used to compute the
training objective.

3.3. Losses and Tasks
All the tasks we use predict a dense map on the full resolu-
tion. For every task except segmentation (for which we use
the standard cross-entropy loss), the base loss is defined as
Lbase(x, x̂) = ||x− x̂||2+SSIM(x, x̂), where SSIM denotes
the structural similarity loss [29]. For all tasks except seg-
mentation, and in order to encourage reconstruction of high
frequency details, we additionally penalize discrepancies
between the channel-wise spatial gradients and laplacians,
following [2]: Lgrad(x, x̂) = Lbase(∇x,∇x̂), Llap(x, x̂) =
Lbase(∆x,∆x̂)

To encourage faster reconstruction at every stage, we
compute the loss for all intermediary feature maps, as well
as at every resolution. Therefore, denoting x̂i,j the output
of the i-th stage for the j-th prediction head, x̂j the ground
truth for task j, rk = 32 × 2k where k ∈ [[0, 3]] the res-
olutions used, and Lj the loss for task j (see the task list
below), we apply the following multi-scale loss:

Lms(x, x̂) =
∑
i,j,k

Lj(interpolate(xi, rk), interpolate(x̂yi,j , rk))
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Figure 2. Visualizations of features values across different channels. We observe artifacts are consistent across channels (top row). In
addition, low frequency regions of the image emphasize positional artifacts (bottom left), and the low resolution nature of the features
typically induce thickening of object edges (bottom right).

This allows gradients to flow at each stage, rather than
through the entire upscaling network, greatly stabilizing and
speeding up the learning.

The downstream tasks we use represent a diverse sets of
maps to be predicted from the image. We find each to help
improve overall embedding quality (see Section 4), and be-
lieve more can be added. We use the following downstream
tasks: RGB reconstruction, monocular depth, semantic seg-
mentation, surface normals, intrinsic decomposition. Train-
ing is performed on two interspersed datasets: Hypersim
[24] and Imagenet-22k [10]. See Supplementary material
for details on losses and the training procedure.

4. Experiments
We perform quantitative and qualitative evaluation on a pro-
totype designed to upscale DINOv2 features, and report the
results below. We report semantic segmentation and depth
estimation comparisons, and open vocabulary segmentation
in the supplementary material. Following recent publica-
tions [31], we also perform some of the same experiments
for DINOv3 [25] features. For implementation details, in-
cluding results from our training head tasks, see supplemen-
tary material.

Qualitative Results are presented in Figure 4. Along
side the input image, we visualize the top-3 PCA compo-
nents of DINOv2 features, and resulting upscaling maps.
As can be seen, artifacts are corrected and crisp seman-
tic edges are formed, corresponding to the original image
structure. ElasticDino alleviates artifacts in low variance
regions of the image, and demonstrates semantic results that
are decoupled from RGB variations in the image. For ex-
ample, The similarly colored faucet is represented with dis-
tinctly different features compared to the background, while
the flag is represented similarly throughout even though it
consists of differently colored texture. For a more compre-
hensive demonstration of qualitative results, please refer to
the supplementary material. We also note that while po-
sitional encoding related artifacts are alleviated, the posi-

tional information itself persists, and is actually extracted
from the features with more ease compared to competing
upscaling methods. See supplementary material for details
on this experiment.

4.1. Quantitative Comparisons
4.1.1. Task Specific (Semantic segmentation)
We train simple convolution heads for semantic seg-
mentation on top of ElasticDino and compare perfor-
mance with two leading dedicated segmentation methods,
Mask2Former [5] and OneFormer [14]. The data sets exam-
ined are MS-COCO [15], ADE20k [38, 39] and Cityscapes
[7] (Cscapes), all standard data sets in semantic segmenta-
tion benchmarks.

ElasticDino displays higher performance as measured
by Mean-IoU (Intersection over Union) on all three vali-
dation datasets, with a very large margin on ADE20k and
Cityscapes. Qualitatively (In Supplementary material) we
observe not only better classification ability, but much finer
segmentation boundaries. This implies obvious advantages
to downstream applications where sensitivity is key, such as
autonomous driving.

4.1.2. Task Agnostic (Segmentation and Depth)
As our primary comparison, we further compare to task-
agnostic methods that employ DINO feature upsampling
(Table 3 for DINOv2, and Table 4 for available meth-
ods with DINOv3). These include training free Nearest
neighbor and bilinear upsampling, and recent state-of-the-
art methods [8, 11, 13, 28, 31]. We follow established eval-
uation protocols, as described in by JAFAR [8], measur-
ing mean Intersection over Union (mIoU) and pixel-level
accuracy (Acc) for the semantic segmentation task over
four datasets, and Root Mean Square Error (RMSE) and δ1
(measuring the percentage of pixels where that are less than
25% of the ground-truth) for the depth estimation task over
one dataset. In the supplementary material, we also com-
pare performance for zero-shot open vocabulary segmenta-
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Figure 3. Method overview. The input image is passed to the (DINO) backbone for the low resolution, artifact-full features. These are
successively passed to a sequence feature-fixing layers and then bilinearly upsampled by a factor 2. Feature Deformation Layers project
and concatenate both the image and the semantic features, which are fed to a series of depthwise residual blocks, that end up generating a
deformation field that warps the feature map. Task heads induce the sole losses of the system. The are simple MLPs that operate on the
individual pixel level. Each head is compared to the ground truth using a task-specific loss.

Table 1. Forward pass performance measures of ElasticDino and
competing feature upscaling works over DINOv2. Note that even
though ElasticDino trains more parameters, it is faster and more
memory efficient, due to the linear (as opposed to attention-based)
nature of our operations

ED (ours) AnyUp LoftUp JAFAR UPLift

Avg Time (ms) 108.41 545.42 418.89 177.79 147.27
Peak mem (GB) 0.71 1.94 8.31 7.33 9.22
#Params (K) 27,095 878 4,303 628 789

tion, and the CLIP [21] backbone. As can be seen, Elas-
ticDino demonstrates leading performance consistently for
all datasets except Cityscapes. We interpret this surprising
discrepancy to the lower ability for our method to capture
small objects, possibly due to the low-frequency bias of the
convolutional architecture. To support this class size bias,
we provide in the supplementary material a comparison of
model performance by object instance size, demonstrating
that while ElasticDino vastly outperforms other methods on
larger classes, it struggles with smaller ones, indicating both
better semantic preservation but also imperfect reconstruc-
tion of small objects. Notably, these improved results are
produced with less computational efforts and memory foot-
print, as reported in Table 1.

Table 2. Validation Mean IoU for semantic segmentation bench-
marks. Note that results differ from the comparison benchmarks,
as we use a convolutional head (rather than linear) and train for
longer than specified in the JAFAR benchmark.

Model Cscapes COCO ADE20k

Oneformer-sw-L 0.6412 0.6264 0.5109
Mask2Former-sw-L 0.5986 0.6239 0.4928
ElasticDino-L 0.6875 0.6270 0.5299

4.2. Ablation studies
We perform an ablation study on the architecture and de-
sign choices. In order to ensure a fair benchmark, we train
ElasticDino and its ablations on the Hypersim dataset and
omit the depth task, reserving it for evaluation. The train-
ing tasks are RGB, illumination, reflectance, residuals and
normals [24].

First, we ablate the deformations, employing convolu-
tions only. Second, we ablate tasks in a leave-one-out fash-
ion. Finally, we ablate by progressively omitting tasks.

For each trained upscaler, we train a UNet head to predict
the unseen depth, reserving a fraction as a test set (which is
also held out from upscaler training), with SiLogLoss as the
depth metric. Quantitative results are summarized in table
5, and some qualitative results are shown in figure 5.
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Table 3. Comparison of various upsampling methods. All benchmarks are run using the method and code used for the JAFAR paper. Bold
= best, underline = second best.

Semantic Segmentation Depth Est.

COCO VOC ADE20K Cityscapes COCO

Method mIoU↑ Acc↑ mIoU↑ Acc↑ mIoU↑ Acc↑ mIoU↑ Acc↑ δ1 ↑ RMSE↓

Nearest 56.17 76.97 76.41 93.80 37.27 71.91 54.05 90.36 58.08 0.70
Bilinear 59.03 79.07 80.70 95.17 39.23 73.69 59.37 92.47 59.92 0.66
FeatUp [11] 60.10 79.95 81.08 95.32 38.82 73.74 56.06 91.86 61.69 0.64
LoftUp [13] 61.62 81.11 84.18 96.22 41.51 75.41 62.13 93.53 58.01 0.68
JAFAR [8] 60.32 80.30 84.19 96.18 40.16 74.39 61.58 93.45 60.05 0.65
AnyUp [31] 60.68 80.59 83.81 96.13 40.39 74.76 60.99 93.37 60.65 0.64
UPLift [28] 61.10 80.85 84.82 96.41 41.29 75.05 65.02 94.34 60.55 0.64

ED (ours) 62.72 81.74 86.00 96.78 42.10 76.00 61.33 93.44 64.14 0.57

Table 4. Comparison of models over DINOv3-small backbone. Benchmarks are run using the method and code used for the JAFAR [8]
paper. Bold = best, underline = second best.

DinoV3
Semantic Segmentation Depth Est.

COCO VOC ADE20K Cityscapes COCO

mIoU(↑) Acc(↑) mIoU(↑) Acc(↑) mIoU(↑) Acc(↑) mIoU(↑) Acc(↑) δ1(↑) RMSE(↓)

JAFAR [8] 62.2 81.38 82.9 95.96 42.31 75.7 57.25 92.3 58.2 0.68
AnyUp [31] 62.70 81.69 83.88 96.21 42.69 76.02 58.32 92.81 59.43 0.66
UPLift [28] 63.52 82.14 84.86 96.58 44.12 76.62 62.31 93.82 59.29 0.66
ED (ours) 64.04 82.43 86.26 96.89 44.57 77.03 62.91 94.03 61.10 0.62

The ablation of deformations results in almost impercep-
tible differences in feature values: because of the lack of
incentive for the network to jointly modify features, task
semantics are leaked and baked into the feature values.
Deformation-based upsampling preserves feature seman-
tics, allowing only local feature resampling and alleviating
catastrophic forgetting. When deformations are ablated, the
upsampler can directly alter feature values and may encode
only the supervised task signal, e.g. depth, rather than pre-
serving semantic structure. However, because some tasks
exhibit correlation with depth prediction (e.g. surface nor-
mals), and because residual connections let the features flow
through, some ability to transfer is conserved. It can be seen
that the model gets to good performance with low amount
of tasks but still improves with additional tasks. When ab-
lating each task individually, we see that every task leads to
some amount of improvement in performance, showing that
adding more tasks improves the performance.

5. Discussion
5.1. Limitations
While demonstrating promis-
ing performance, ElasticDino
struggles with distinguishing
small holes in the source image
that are smaller than patch size
(see inset figure). Our intuition is that the convolutional
layers still display low frequency biases especially at large
receptive fields, even though leakage is mitigated due to the
deformation. Further experimenting with alternative archi-
tectures with lower frequency bias may be rewarding.

5.2. Future directions
Beyond solving the above-mentioned issue, a clear future
direction is the extension of ElasticDino to other modalities,
such as video or 3D. Video could be handled through video-
specific feature generators such as VJEPA-2 [1]. 3D could
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Input Low-Res JAFAR LoftUp AnyUp ED(ours) Input GTUpLift JAFAR LoftUp AnyUp ED(ours)UpLift

Figure 4. Qualitative evaluation. Left: The top three PCA components of the feature maps of input images are depicted, as generated
originally by DINOv2 (Low-Res), previous approaches, and us. Top Right: Semantic segmentation maps of input images, as generated by
humans (GT), three previous methods, and us are also depicted. Bottom right: depth maps for the same approaches and input setting are
depicted as well. Throughout all results, ElasticDino depicts sharper edges that respect the input image resolution and mitigates semantic
bleeding between regions, even when RGB colors are similar.

Figure 5. Ablating deformations weakens the
preservation of original features by allowing the
encoding of the task specific values in the out-
put, instead of only blending them. From left to
right: input image, low-resolution DINOv2 fea-
tures, the result without deformations.

Table 5. Depth-estimation ablation test loss

Ablation δ1(%) ↑ ∆δ1 δ3(%) ↑ AbsRel↓ SqRel↓ RMSE↓ ∆RMSE log10 ↓ SILog↓

w/o DEFormations 26.80 −31.55 70.11 1.024 1.19 1.32 +0.718 0.238 66.30
w/o ILLumination 57.21 −1.14 92.83 0.428 0.278 0.620 +0.018 0.117 33.06
w/o REFlectance 58.43 +0.08 93.10 0.419 0.268 0.603 +0.001 0.115 32.45
w/o RESiduals 57.74 −0.61 93.02 0.423 0.273 0.611 +0.009 0.116 32.73
w/o Normals 57.81 −0.54 92.95 0.424 0.274 0.611 +0.009 0.116 32.89
w/o RGB 58.22 −0.13 93.13 0.418 0.266 0.603 +0.001 0.115 32.47

w/o RGB,ILL 57.20 −1.15 92.81 0.425 0.273 0.617 +0.015 0.117 33.24
w/o RGB,ILL,REF 57.17 −1.18 92.73 0.432 0.285 0.622 +0.020 0.118 33.54
w/o RGB,ILL,REF,RES 56.29 −2.06 92.50 0.437 0.292 0.634 +0.032 0.120 33.99

full model 58.35 – 93.17 0.417 0.265 0.602 – 0.115 32.46

Bold denotes the best result and Underline the second-best result. Rankings are computed from the unrounded
values; consequently, identically displayed rounded values may have different ranking markers.

be handled through multi-view projection of features from
renderings, as done in TRELLIS [32].

5.3. Conclusion
We have introduced ElasticDino, a solution for producing
high resolution semantic features on top of vision trans-
formers. We demonstrated ElasticDino achieves superior
performance compared to existing methods, with lower

memory usage and faster runtimes.
ElasticDino, like the vision transformers it enhances,

does not produce content that can be directly misused. As
a foundational model, any broader impact, positive or nega-
tive, is likely to stem from improved performance in down-
stream tasks or the emergence of new applications.

We refer to the supplementary material for addi-
tional implementation details and qualitative results.
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ElasticDino: Dense Semantic Features using Elastic Deformation -
Supplementary Material

A. Implementation Details
We train our model using batches drawn alternately from
two datasets: Hypersim [24], which provides ground truth
for intrinsic decomposition and normal estimation, and
ImageNet-22k [10] for increased image diversity.

To avoid introducing additional datasets for seman-
tic segmentation and depth prediction, we utilize pseudo-
labels generated by pre-trained models, specifically,
Mask2Former (COCO,ViT-Large) [5] and DepthAnything
[34] respectively. These labels are computed for images
across both of the training datasets.

To minimize parameter count and overhead on top of the
base ViT prediction, we use depth-wise separable convo-
lutions [6]. We observe no performance hit compared to
regular convolutions, with significantly faster training and
inference, and vastly reduced memory usage.

We train in mixed-precision using an 8-bit version of
the AdamW optimizer [51], with parameters ϵ = 10−5

for stability, an effective batch size of 16 and an exponen-
tial learning rate decay starting at 10−3. The final model
was trained on a single A100 GPU for 24 hours, amount-
ing to 3.42kg of CO2-equivalent emissions, fully offset by
the cloud provider (Google Cloud Services), and computed
using the MachineLearning Impact calculator presented in
[49].

B. Further Quantitative Results
B.1. Open Vocabulary Evaluation
We evaluate our model on zero-Shot open-vocabulary seg-
mentation following the method presented in MaskCLIP
[58]. This training-free approach computes pixel-wise pre-
dictions by taking the argmax over similarity scores be-
tween visual features and text embeddings generated from
dataset labels in textual templates. Following JAFAR [8],
we evaluate on CLIP-ViT-B/16 and observe competitive re-
sults, demonstrating that ElasticDino preserves the original
backbone features through its upsampling. Results against
competitors that are compatible with CLIP-ViT-B/16 (JA-
FAR [8], AnyUp [31], LoftUp [13]) are reported in Table
1.

Table 1. Zero-Shot Open-Vocabulary segmentation on VOC and
Ade20k datasets following the methodology used in JAFAR [8]
and introduced in MaskCLIP [58] paper. Competitive results indi-
cating good alignment with original internal CLIP features.

Method VOC ADE20K

mIoU(↑) Acc(↑) mIoU(↑) Acc(↑)

Bilinear 51.25 68.18 9.05 25.15
JAFAR 63.99 77.91 10.69 28.06
AnyUp 57.59 73.40 10.71 28.95
LoftUp 38.73 55.29 7.64 32.16
ElasticDino (ours) 58.43 73.89 10.75 28.28

B.2. Positional Information Preservation
While positional encoding related artifacts are alleviated,
positional information still persists and can be extracted
more easily from the features compared to competing up-
scaling methods. We train a simple pixel-wise head to
predict normalized (x, y) coordinates from upsampled fea-
tures. Bilinear upsampling performs best, as expected for
a linear target, but ElasticDino indeed preserves positional
information. See accuracy in [10−3 MSE] results below.

JAFAR FeatUp AnyUp LoftUp Bilinear Ours

10−3MSE 5.3 11.5 4.2 64.0 3.2 4.5

B.3. Semantic Segmentation and Depth Estimation
over CLIP

Following the comparison against other task agnostic up-
sampling methods (JAFAR [8], AnyUp [31], LoftUp [13],
UPLift [28]) over DINOv2 [19] and DINOv3 [25], we also
compare recent works over CLIP [58] and get competitive
results (Table 2). We follow established evaluation proto-
cols, as described by JAFAR [8], measuring mean Intersec-
tion over Union (mIoU) and pixel-level accuracy (Acc) for
the semantic segmentation task over four datasets, and Root
Mean Square Error (RMSE) and δ1 (measuring the percent-
age of pixels with a relative error under 25% of the ground-
truth) for the depth estimation task over one dataset.

https://mlco2.github.io/impact#compute


Table 2. Comparison of models over CLIP backbone. Benchmarks are run using the method and code used for the JAFAR [8] paper. Bold
= best, underline = second best.

CLIP
Semantic Segmentation Depth Est.

COCO VOC ADE20K Cityscapes COCO

mIoU(↑) Acc(↑) mIoU(↑) Acc(↑) mIoU(↑) Acc(↑) mIoU(↑) Acc(↑) δ1(↑) RMSE(↓)

JAFAR [8] 58.16 78.52 79.07 94.69 36.65 71.39 50.98 91.23 45.75 0.92
AnyUp [31] 53.05 74.54 69.85 91.46 31.16 67.35 39.63 86.62 44.81 0.96
ED (ours) 57.86 78.23 79.26 94.67 35.5 71.22 46.21 90.67 48.20 0.86

B.4. Semantic Segmentation and Depth Estimation
for no-seg and no-depth ElasticDino Variants

We evaluated ElasticDino variants trained without the
depth and the segmentation tasks in the same framework
used to evaluate the full variant against task agnostic com-
petitors over DINOv2 [19]. This is to strengthen the claim
that ElasticDino only uses these tasks for structural guid-
ance and does not rely on task specific information. Perfor-
mance remains strong on these held-out tasks (Table 3).

C. Further Qualitative Results
In this section we offer additional qualitative results.

Dedicated Segmentation models. We evaluate Elas-
ticDino against two leading dedicated segmentation spe-
cific approaches Mask2Former [5] and OneFormer [14]
over the Cityscapes[7] dataset. We showcase that even
though our approach is task agnostic we surpass leading
dedicated segmentation models using only our lightweight
operations over the DINOv2[19] backbone, see Figure 2.

Training heads. ElasticDino employs different tasks to
train the upscaler, by co-training a set of local and minimal-
istic 1 × 1 convolution heads, each performing a different
dense task, considering pixels individually. In Figure 8, we
demonstrate the results of these seven heads, both in their
final step, where the features are of 256 × 256 resolution,
and in an intermediate point in the network, where the reso-
lution is upscaled from 32× 32 to only 64× 64. We further
demonstrate qualitative results for intrinsic decomposition
using the probe heads over the validation set of HyperSim
[24] in Figure 1.

PCA feature visualization. In the feature maps compari-
son figures (Figures 6 and 7), we visualize the upscaled fea-
ture maps of ElasticDino using the first three components
of a PCA decomposition and those of JAFAR [8], AnyUp
[31], LoftUp [13], UPLift [28]. As can be seen, our method

achieves crisp features and cleaner maps from different ar-
tifacts as opposed to the competitors. It can be noticed that
ElasticDino is better at removing artifacts originating from
spatial-encodings and separates far and near objects (the
bars of the forklift) as well as appearance from geometry
(the shield).

Visualization of deformations along upscaling process.
Figures 4, 5 visualize the cumulative deformations through
the process of feature upscaling for different images. Defor-
mations are visualized using color wheel optical flow [41]
and features are visualized through the first three PCA com-
ponents. It can be seen that deformations help to make the
edges more crisp and reduce artifacts in the feature maps.

Linear segmentation and depth probe heads. Finally,
we also compare ElasticDino against JAFAR [8], AnyUp
[31], LoftUp [13] in the framework suggested by JAFAR
where linear probe heads are trained over the upsamplers for
segmentation and depth tasks displaying the information en-
coded inside the upsampled features produced by the model
allows achieving top results for dense tasks such as seman-
tic segmentation (Figures 10, 12, 9, 11) and depth estima-
tion (Figure 13). It can be seen that ElasticDino achieves
superior results with cleaner edges and often detects details
other models are not able to.

D. Experiments to understand degraded per-
formance over Cityscapes

We investigated our change in relative performance on
Cityscapes [7], in contrast to all other datasets. We hypoth-
esize it is because Cityscapes consists mainly of smaller
objects and segments, connecting to our known limitation
of filling ”holes” in feature maps. To further investigate
this we evaluated AP (Average Precision) metric for the
different models over segments of different size categories
Small (area < 322), Medium (322 < area < 962), Large
(area > 962) as taken from COCO [15] instance segmenta-
tion evaluation methodology (see Figure 3). We also mea-
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Table 3. Comparison of no-seg, no-depth ElasticDino variants against fully trained model. Benchmarks are run using the method and code
used for the JAFAR[8] paper. Bold = best, underline = second best.

DINOv2
Semantic Segmentation Depth Est.

COCO VOC ADE20K Cityscapes COCO

Method mIoU↑ Acc↑ mIoU↑ Acc↑ mIoU↑ Acc↑ mIoU↑ Acc↑ δ1 ↑ RMSE↓

ED (no-depth variant) 61.7 81.1 84.1 96.3 41.3 75.5 60.1 93.1 60.5 0.64
ED (no-seg variant) 62.5 81.6 85.9 96.8 41.5 75.8 59.8 93.3 64.8 0.56
ED (full variant) 62.72 81.74 86.00 96.78 42.10 76.00 61.33 93.44 64.14 0.57

Image Human 
Labeling

ElasticDino
(ours)

Mask2Former OneFormer Image Human 
Labeling

ElasticDino
(ours)

Mask2Former OneFormer

Figure 1. Qualitative comparison of ElasticDino to dedicated segmentation approaches (Mask2Former [5],OneFormer [14]) over the
cityScapes dataset.

sured distribution of different segment size categories over
the COCO[15], Cityscapes[7], Ade20k datasets. From this
can see that the lower performance of ElasticDino can over
Cityscapes can be explained by its lower performance on
small thin objects present in this dataset in particular.
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Figure 2. Intrinsic decomposition estimation trained on Hypersim [24] with a convolutional head at resolution 128x128. For each image,
the decomposition is shown on the right: top row is the ground truth and bottom row is the prediction from ElasticDino. Left to right:
albedo, diffuse shading, surface normals. Even in poor light conditions, we obtain strong qualitative results.

Figure 3. Left: Accuracy vs size. We perform better for larger segments. Right: sizes across datasets. Cityscapes consists of smaller
objects.
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Flow field color coding

32 InputImage 32 Def 1 32 Def 2 32 Def 3 64 Def 1 64 Def 2 64 Def 3 128 Def 1 128 Def 2 256 Def 1

Figure 4. Visualization of deformations along the different resolution stages of the upscaling process and their effect on the features while
being upscaled. Deformations are visualized using color wheel optical flow [41], showing where each pixel was sampled from. Features are
visualized through the first three PCA components. For each image, top row shows the feature maps and bottom row shows the cumulative
deformations so far. Zoomed-in viewing recommended.
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Flow field color coding

32 InputImage 32 Def 1 32 Def 2 32 Def 3 64 Def 1 64 Def 2 64 Def 3 128 Def 1 128 Def 2 256 Def 1

Figure 5. Visualization of deformations along the different resolution stages of the upscaling process and their effect on the features while
being upscaled. Deformations are visualized using color wheel optical flow [41], showing where each pixel was sampled from. Features are
visualized through the first three PCA components. For each image, top row shows the feature maps and bottom row shows the cumulative
deformations so far. Zoomed-in viewing recommended.
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LR FeaturesImage JAFAR AnyUp LoftUp UPLift ED(ours) LR FeaturesImage JAFAR AnyUp LoftUp UPLift ED(ours)

Figure 6. Additional qualitative comparisons through visualizations of the first three PCA components of the resulting features. From left
to right: Input image, Original DINOv2 low-res features, JAFAR [8], Anyup [31], LoftUp [13], UPLift [28], ours. Zoomed-in viewing
recommended.
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LR FeaturesImage JAFAR AnyUp LoftUp UPLift ED(ours) LR FeaturesImage JAFAR AnyUp LoftUp UPLift ED(ours)

Figure 7. Additional qualitative comparisons through visualizations of the first three PCA components of the resulting features. From left
to right: Input image, Original DINOv2 low-res features, JAFAR [8], Anyup [31], LoftUp [13], UPLift [28], ours. Zoomed-in viewing
recommended.
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Features PCA

RGB

Depth

Segmentation

Shading

Albedo

Residuals

Normals

Features PCA

RGB

Depth

Segmentation

Shading

Albedo

Residuals

Normals

GT 64 × 64 Final GT 64 × 64 Final GT 64 × 64 Final GT 64 × 64 Final GT 64 × 64 Final

Figure 8. Qualitative evaluation of our auxiliary training tasks. During training, our encoder is trained various tasks, each with an individual
head and the minimal receptive field of one pixel. Their results are demonstrated here. Top to bottom: PCA of the upscaled features, RGB
reconstruction, depth estimation, semantic segmentation, and four tasks of intrinsic decomposition (shading, albeo, residuals, normals).
For each image, we show (left) its GT labels (or the features before upscaling for the PCA), intermediate results of our heads after upscaling
to size 64× 64 (middle), and the final results of size 256× 256 (right). Zoomed-in viewing recommended.
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JAFARImage AnyUp LoftUp UPLift ED(ours) GTJAFARImage AnyUp LoftUp UPLift ED(ours) GT

Figure 9. Additional qualitative comparisons for the segmentation task over the COCO dataset. From left to right: Input image, JAFAR [8],
Anyup [31], LoftUp [13], UPLift [28], ours, Ground Truth. Zoomed-in viewing recommended.
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JAFARImage AnyUp LoftUp UPLift ED(ours) GTJAFARImage AnyUp LoftUp UPLift ED(ours) GT

Figure 10. Additional qualitative comparisons for the segmentation task over the ADE20K dataset. From left to right: Input image,
JAFAR [8], Anyup [31], LoftUp [13], UPLift [28], ours, Ground Truth. Zoomed-in viewing recommended.
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JAFARImage AnyUp LoftUp UPLift ED(ours) GTJAFARImage AnyUp LoftUp UPLift ED(ours) GT

Figure 11. Additional qualitative comparisons for the segmentation task over the VOC dataset. From left to right: Input image, JAFAR [8],
Anyup [31], LoftUp [13], UPLift [28], ours, Ground Truth. Zoomed-in viewing recommended.
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JAFARImage AnyUp LoftUp UPLift ED(ours) GTJAFARImage AnyUp LoftUp UPLift ED(ours) GT

Figure 12. Additional qualitative comparisons for the segmentation task over the CityScapes dataset. From left to right: Input image,
JAFAR [8], Anyup [31], LoftUp [13], UPLift [28], ours, Ground Truth. Zoomed-in viewing recommended.
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JAFARImage AnyUp LoftUp UPLift ED(ours) GT JAFARImage AnyUp LoftUp UPLift ED(ours) GT

Figure 13. Additional qualitative comparisons for the depth estimation task over the COCO dataset. From left to right: Input image,
JAFAR [8], Anyup [31], LoftUp [13], UPLift [28], ours, Ground Truth. Zoomed-in viewing recommended.
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